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Figure 1: Diagram of our adaptive shading scheme for an initial grid step size of 4. New samples are generated from the four neighboring
pixels indicated by arrows. If the four pixels’ variance is above a threshold, the new sample is shaded. Otherwise, it is linearly interpolated.
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Introduction

The primary advantage of deferred shading is eliminating wasted
shading operations for fragments that are occluded by others dur-
ing rendering. Deferred shading starts by rendering the entire scene
into a series of temporary buffers (a geometry buffer or G-buffer).
Then, it performs the shading operations using the contents of these
buffers. Hence, deferred shading executes the (potentially expen-
sive) fragment shader exactly once for a given pixel sample, avoid-
ing additional fragment shading invocations due to overdrawing.
Although deferred shading requires an extra pass and significant
memory overhead to store the G-buffer, it can still be beneficial to
performance when fragment shading is sufficiently expensive.

While this alone has been transformative in the realm of realtime
applications, we propose a refactoring of the shading pass that al-
lows further reduction in shading rate by adaptively undersampling
pixels. Based on an estimate of the scene variance at the pixel lo-
cation, our algorithm decides whether to shade a pixel or else to es-
timate the pixel color based on previously shaded pixels around it.
Thus, we produce the final image by shading only a small fraction
of the pixels. The exact balance is parameterized by a user-defined
or algorithm-specified threshold.

Furthermore, our adaptive shading strategy can also be used as a
knob to control a performance vs. quality trade-off. When faster
rendering speed is required or the computing device is in low-power
mode, more aggressive reduction in shading can lead to reduced
render times and less power consumption.
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Algorithm

We begin with a coarse shading approximation, and at each subdivi-
sion level, we progressively increase the shading frequency–a pro-
cedure explained in Figure 1. The algorithm operates on a square
grid, which is effectively scaled and rotated with each subdivision.
This has the effect of capturing scene features at multiple scales.
The procedure can be easily generalized to provide adaptive super-
sampling as well, by terminating maximum depth only after the grid
is smaller than a single pixel.

This adaptive sampling strategy shades at least one out of every 4m

pixels (m = 2 in Figure 1). Depending on the variance, it automati-
cally refines the shading resolution progressively in areas where the
current estimate suggests more shading effort is necessary.

Results

Our method provides a rough tradeoff between performance and
quality/energy-usage. A factor of two is nearly always visually un-
noticeable, so our algorithm immediately provides a 50% reduction
in shading bandwidth at no visual impact. However, the existence
of the parameter is also a welcome knob to tune performance and
energy-usage in-particular, which are increasingly important issues
as advanced graphics increasingly deploys to mobile devices.

We simulate our method, which is geared toward motivating novel
hardware, thoroughly on a wide range of real-world, game-quality
scenes generated with Unreal Engine 4. Using our algorithm,
even scenes with high visual complexity can typically be gener-
ated by shading only a small fraction of the pixels, with visually
indistinguishable results. Even when generating images filled with
small-scale high-frequency details, we could get high-quality re-
sults (RMS 0.52/255, SSIM 0.999972) by shading only 44.2% the
pixels. More typical scenes enjoy even smaller fractions, for even
larger gains.

Hardware Implementation

Our main goal is to motivate a hardware implementation for adap-
tive deferred shading. We propose an adaptive deferred shading unit
that can act as a scheduler for fragment shading. This scheduler de-
termines whether a pixel should be shaded or estimated using previ-
ously computed pixels. The threshold parameter can be controlled
on-the-fly by the application or the system, as desired.


